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Abstract
This report follows from the implementation of a Monte Carlo ray
tracer made for the course Advanced Global Illumination and Rendering at Linköping University. The report takes up the background of
photorealistic image synthesis and gives a more detailed description of
the methods used for the implementation of the renderer. Methods
like photon mapping, octrees and rewriting of the rendering equation
are presented to illustrate how the renderer was implemented. The
rendering equation is split in to five parts which can be estimated and
added together to produce the total luminance values of all pixels in
the image plane. The end of this report presents benchmarks and
rendered images followed by analysis and discussion of future work.
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Introduction

Photorealistic computer generated images has been produced with offline
rendering methods for a long time and some of the methods dates back to
the the 70:s when computers had just a fraction of the power they have today.
Over the years, several different rendering schemes have been proposed and
today they are well used in commercial rendering softwares.
To achieve true photorealism, the renderer has to be based on physical light
phenomena even though the models are usually simple approximations of
real life light behavior. Despite many of the simplifications, the models can
yield computer generated images which are hard to distinguish from real
photographs.
The most common model for global illumination can be described by the well
known rendering equation 1.
Z
fr (x, Ψi , Ψr )Li (x, Ψi )cosθi dωi

Ls (x, Ψr ) = Le (x, Ψr ) +

(1)

Ω

This equation was introduced by Kajiya in 1986 [1]. Since then, several
methods have been proposed to solve this equation or at least to approximate
it as good as possible.
In 1980, Whitted [2] proposed a method to achieve global illumination in
computer generated images. This was before the introduction of the rendering equation but it still plays a big role in the development of global
illumination techniques. In his method, ray tracing, rays are traced from the
camera in to the scene and instead of simply returning a local color when
they ray hits a surface, it is divided up in to more rays depending on the
surface properties of the material of the object hit by the ray. The types of
rays created at a surface intersection could be reflected rays, refracted rays
or shadow rays. With this method it was possible to generate images resembling glass, metal and diffuse objects; all with global shadow effects. Ray
tracing has since matured and with more modern methods it is possible to
achieve other light phenomena such as color bleeding and caustics.
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Another very popular method for solving the rendering equation is the radiosity rendering scheme. This method considers the quantity radiosity of
several surface patches that defines the scene. Radiosity is defined as flux
per area and is thus a property of a surface and not of a ray. By calculating
the visibility between a pair of surface patches in the scene it is possible to
express the radiosity that flows from one patch to the other. If all the surfaces are Lambertian reflectors, the problem can be reduced to the iterative
solving of a first order linear equation system, in other words, inversion of an
N × N matrix where N is the number of surface patches in the scene. The
Lambertian property of the surfaces leads to the fact that it does not matter
from which direction the surface is seen. The BRDF is constant and thus not
dependent on any camera direction. This property makes the method useful
for offline pre-rendering of scenes which can then be used as light maps in
real time environments such as games without the need to recompute the
radiosity in the scene just because the camera moves.
The radiosity method is physically accurate but not very general since it
demands Lambertian reflectors and emitters. However, radiosity and ray
tracing can be combined in a two pass rendering solution [3]. The idea is to
render view independent components with a radiosity technique followed by
a ray tracing technique for view dependent components such as specular and
transmissive objects.
One of the most general and physically accurate methods for solving the rendering equation is Monte Carlo Ray Tracing, also introduced by Kajiya in
his paper [1]. This method approximates the integral by Monte Carlo estimation which can be optimized with importance sampling of various types.
Each visible point x on a surface seen from a direction Ψr will get radiance
contribution from all directions Ψi in its hemisphere. By sampling in random directions in the hemisphere and recursively tracing the rays through
the scene, color bleeding effects can be achieved in a physically based manner. The method described in this report uses a combination of the Monte
Carlo Ray Tracing method and Photon Mapping.
In Photon Mapping, introduced by Jensen [4], packets of energy rate (photons) are sent out from all light sources. A photon in this context would
normally have an area associated to it which means that it can be converted
to a ray with a given radiance which can then be traced around the scene and
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eventually terminate and store the photon spatially. More details on this are
discussed under section 2.4. Having the information about the distribution
of flux in the scene, which the photon map offers, many improvements and
optimizations can be achieved. The photon mapping rendering is done in
two steps. The first step is the creation of the photon map and the second
step renders the image from a camera defined in the scene. The photon map
can for example be used for indirect radiance contribution or to estimate
optimal sampling directions for the Monte Carlo estimator [4]. A photon
map rendered indirectly does not need as high density of photons as a photon map rendered directly [4]. Direct rendering of photons can be used to
render caustics which are caused by refracted and reflected light which get
concentrated in smaller areas. The latter technique is the one that is used in
the implementation described in this report.
The benchmark scenes typically rendered with global illumination methods
contain different materials and walls of different colors for light to bounce
on. The most common type of scene is called a Cornell box, introduced at
Cornell University 1984 [5]. The Cornell box consists of five sides where the
left and the right walls are colored. An area light source in the ceiling spreads
light in the room an on to the objects placed in it.
The reason for using spheres as objects in the scene for ray tracing is that
they are easy to describe mathematically. Having objects described as isosurfaces analytically often makes calculation of ray intersection points fast
since there is no need of stepping to a numerical solution. An iso-surface can
be defined as a level set S of an implicit scalar function φ as illustrated in
equation 2 and 3:

φ:

<3 7→ <

S = {x |φ(x) = k}

(2)

(3)

Where k is a scalar value that defines the level of the set.
In this context, a spherical shell can be defined simply with the implicit
function φsphere defined in equation 4:
4

φsphere (x, y, z) =

p
x2 + y 2 + z 2 = r

(4)

where r is the radius of the sphere. Using this description and the ray defined
in section 2.1, the intersection points of spheres and rays can be derived.
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Background

The methods used for the implementation of the renderer for this report is
based on the Monte Carlo method for estimating integrals. The method is
extended to make rendering of caustics more efficient, and that is done by
the use of photon mapping. Other techniques were also implemented for
the improvement of the renderer. For example octree representations for
triangle meshes, definitions of scenes in xml-files and simple parallelization
using OpenMP for the c++ compiler g++.
The renderer is physically based which demands the use of physical quantities
such as flux Φ[watts], radiosity J[watts/meter2 ] and radiance
L[watts/meter2 /steradian], defined in equation 5 and 6:
∂Φ
∂A

(5)

∂ 2Φ
∂Ω∂A cos θ

(6)

J=

L=

Where flux Φ is defined as the energy rate of a light emitter or reflector. A is
the area of the emitter, A cos θ is the projected area and Ω is the solid angle
that the light is emitted in.
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2.1

Ray-Object Intersection

A parametric line L is defined mathematically with an origin vector vo and
a directional vector vd as in equation 7:
L = {x |x = vo + tvd }

(7)

Where t is the parameter. A simple data structure to represent a ray in the
implementation is proposed in table 1.
Table 1: A ray data structure.
Origin vector
Direction vector
Radiance

vo
vd
L

The radiance quantity is defined by a spectral distribution, in other words
an energy spectrum which contains information about color and intensity.
When a ray is traced from the camera, the radiance variable will be used as
a variable for importance. All equations that apply to radiance will apply to
importance as well.
Having this definition of a ray and the sphere definition from equation 4 the
intersection points can be derived. For ray-plane intersections, the MöllerTrumbore intersection algorithm [6] is used. The Möller-Trumbore intersection algorithm is proposed for calculation of the intersection point of a
ray and a triangle but can be adjusted to handle quads as well. Spheres
and planes work well for representation of simple objects but more complex objects will require a smarter data structure, than just a collection of
independent triangles, for rendering to be reasonably fast.

2.2

Octree Mesh Representation

Finding intersection points of n individual triangles in a mesh will have the
time complexity of O(n). A mesh built up of a few individual triangles can be
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handled fairly well. However, the complexity becomes unbearable for meshes
containing several thousand triangles. With an octree data structure, the
time complexity can be reduced to O(log n).
The octree is a partition of space where a given volume (an axis aligned
bounding box, or AABB) is divided in to eight equally sized blocks which
are then individually divided if they contain enough number of triangles, see
figure 1. Blocks that do not contain any triangles do not need to be divided
further and hence terminates the recursion.

Figure 1: A Stanford bunny in an octree data structure.
By defining an intersection algorithm of a ray and an AABB, it can be used
in the octree. There is no need to consider the blocks that the ray does not
intersect so all triangles that are exclusive to those blocks can be discarded.

2.3

Monte Carlo Integration

A given unsolvable integral I can be approximated with an estimator hIi as
in equation 8 and 9:
Z
I=

b

f (x)dx
a
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(8)

N
1 X f (xi )
hIi =
N i=1 p(xi )

(9)

Where xi are random sample points from the probability distribution function p. By choosing a p that resembles f as closely as possible, more sample
points will be generated in those areas that will give the most contribution
to the original integral which then can be approximated better. This fact
is used to generate optimal sampling directions for the ray tracer. When
the number of samples N goes to infinity, the estimator will converge to the
actual integral value.

2.4

Photon Mapping

The photon mapping technique is used in the implementation to achieve
caustics effects caused by transmissive and specular objects. Photons are
created at the light sources and are defined by the data structure in table 2.
Table 2: A photon data structure.
Position vector
Incoming direction vector
Flux differential
Radius

x
vd
∆Φ
r

All light sources in the scene will contribute to the distribution of flux in that
scene. This flux need to be divided and shared among all photons emitted
from the light sources. Therefore the sum of all ∆Φ as the photons exit the
light sources will be equal to the total flux from the light sources. Since
rays, and not photons, are traced in the scene, the flux will get converted
in to radiance with equation 6. Assuming the light sources are Lambertian
emitters, the rays will be equally distributed over the whole hemisphere. The
rays are then traced through out the scene and terminated with a Russian
roulette method. When a ray hits a surface, the radiance gets converted
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back to flux, again with equation 6, now A cos θ is the projected area of the
photon on the surface it is positioned on.
In the case of the caustic photon map, photon rays are sent out in all directions from the light sources. The ones that do not hit caustic objects at the
first intersection are omitted while the ones that do, get traced further and
later gets stored in the photon map.
If the scene contains several weaker light sources, it would be a waste to give
each light source as many photons as one strong light source would. Therefore, the photons are divided among all the light sources and the probability
pi for a certain photon to come from a particular light source i is defined as
pi = Φi /Φtotal , where Φi is the scalar valued flux of light source i and Φtotal
is the sum of all flux from all light sources in the scene.
The data structure used to store the photons in the photon map is a balanced
kd-tree. This data structure makes it possible to find the n closest photons
to a point out of a total of m photons with O(n log m) time complexity. In
this case, k = 3 since the photons are stored in a three-dimensional space.

2.5

Bidirectional Reflectance Distribution Functions

The bidirectional reflectance distribution function, or BRDF, is a scalar valued, four dimesional function that determines how different materials reflect
light depending on the incoming light direction relative to the surface normal.
The different BRDF:s in the implementation consists of weighted combinations of perfect specular, and diffuse BRDF:s where the diffuse reflectors can
be Lambertian or Oren-Nayar reflectors. The Oren-Nayar reflection model is
a generalization of the Lambertian model where a specified roughness value
determines how the light is scattered. A roughness value of 0 will result in a
perfect Lambertian reflector.
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2.6

Simplification of the Rendering Equation

As mentioned in the introduction, the purpose of a global illumination rendering algorithm is to solve or approximate the rendering equation 1. The
difficult part to evaluate is the integral, Lr , of the equation. Lr is dependent
on the BRDF, fr and the incoming radiance Li . For most reflective, Phonglike, materials the BRDF can be split in to two parts. One diffuse part fr,d
and one specular part fr,s . See equation 10:
fr = fr,d + fr,s

(10)

Likewise, the incoming radiance can be split in to three parts according to
equation 11:

Li = Li,l + Li,c + Li,d

(11)

Where Li,l is light contribution from light sources, Li,c is light contribution
from specular reflections and refractions (caustics) and Li,d is light contribution from indirect soft illumination.
In [4], Jensen split the integral, Lr , in to four parts. The terms can be
arranged differently, and here, the chosen arrangement of the terms in the
integral is the five rows shown in equation 12. The function arguments are
omitted for clarity.
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Z
Ls = Le +

fr,s Li,l cos θi dωi +
ZΩ
fr,d Li,l cos θi dωi +
ZΩ
fr,d Li,d cos θi dωi +

(12)

ZΩ
fr,s (Li,d + Li,c ) cos θi dωi +
ZΩ
fr,d Li,c cos θi dωi
Ω

The equation is a rewriting of the rendering equation where each row can be
calculated individually. This will make the rendering simpler.

2.7

Rendering

Below follows the details on how each of the rows in equation 12 is estimated
to solve the rendering equation. Since the Monte Carlo rendering scheme is
a recursive method, some of the terms will be dependent on other which of
course need to be considered in the implementation of recursive functions.
This means that direct light contribution needs to be established for indirect
light contribution to be evaluated. However, conceptually, the five terms
could be calculated completely separately and then added together.

2.7.1

Direct Light and Direct Specular Light

The first two terms of equation 12 are evaluated by sending rays from the
camera in to the scene. The only light contribution considered is where the
ray directly hits a light source or hits a light source through one or several
specular reflections or refractions. Once the ray hits a light source, it gains
radiance and is then traced back through the recursion, using the specular
part of the BRDF for each surface intersection to add to the total radiance
11

of the incoming ray. The radiance returned from the light source intersection
can be derived with equation 6 where A is the area of the light source. If the
light source is a Lambertian emitter, the partial derivative of the flux over
solid angle is described with equation 13.

∂Φ/∂Ω = Imax cos θ

(13)

where Imax = Φ/π is the luminous intensity of the light source when viewed
perpendicular to its surface.

2.7.2

Direct Diffuse Light

The third term of equation 12, direct diffuse light contribution is evaluated
with shadow rays. At each intersection of a ray with a diffuse surface, the
diffuse part of the BRDF is used to filter the light coming directly from
the light sources. The shadow rays represent a type of importance sampling
where only the parts of the hemisphere, the solid angle, which have light
source surfaces projected on them are taken in to consideration. For small
surfaces, the solid angle can be approximated according to equation 14:

Ω≈

A cos α
d2

(14)

Where A is the area of the projected surface, α is the angle between the
surface and the sample point and d is the distance between the sample point
and the surface. By sending N shadow rays towards random points on the
light source surfaces, the integral can be approximated with equation 15:

Lr,I,d

N
1 X
A cos αi cos θi
≈
fr,d Li,l
N i=1
di 2

(15)

Here A is the total area of the light source. Again equation 6 is used together
with 13 to achieve the radiance contribution from the light source in a specific
direction.
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2.7.3

Indirect Diffuse Light

Indirect diffuse light can come from any direction so getting optimal sampling
directions here is not trivial. However, the cosine term of the rendering
equation can be used to get information about which directions contribute
to most incoming radiance. By using a cosine distributed probability function
for the Monte Carlo estimator, the renderer generates less noise than it would
with a uniformly distributed probability function. The indirect diffuse light
term is calculated together with the direct diffuse light term by tracing rays
and adding the direct light contribution with the indirect diffuse light which is
calculated by recursively follow a ray through the scene until it is terminated
by Russian roulette.

2.7.4

Indirect Specular Light and Indirect Transmitted Light

Indirect specular light is calculated with Monte Carlo sampling as well. However, here it is possible to use the BRDF to generate the optimal sampling
directions. For perfect reflection, one ray is enough and this ray is recursively traced through the scene and terminated with Russian roulette just
as with the indirect diffuse reflections. Indirect transmitted light is also a
part of this term. The transmitted part is not part of any BRDF but can
be handled in a similar way as the perfect specular reflections. However,
instead of only reflecting the ray at the surface point, it will be split in a
refracted and a reflected part at the intersection point. The ratio between
the radiances of these two rays are determined by Schlick’s approximation of
Fresnel’s equations.

2.7.5

Caustics

Caustics are treated a bit differently than the rest of the rendering. As
mentioned in section 2.4, caustic photons are stored in a kd-tree. When
evaluating the light contribution from caustics on a diffuse surface point
that is to be rendered, several nearby photons are taken in to consideration
and each of their radiance contributions are added to get the total caustic
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radiance for that point. As Jensen described in [4], to estimate radiance in
a point x, equation 16 is used.

Lr,c,d ≈

N
X
i=1

fr,d

∆Φi
πr2

(16)

Where N is the number of photons within a radius r of point x. Here r can
be a fixed number or increase dynamically if N is fixed.
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3

Results and Benchmarks

To illustrate how the five different parts of equation 12 are solved together,
five images were rendered separately. Each contribution is added, one at
the time. The scene contains one Lambertian cube in the form of a triangle
mesh, one sphere with an Oren-Nayar BRDF of roughness 1, one specular
sphere and one glass sphere with a refractive index of 1.6 resembling glass.
All objects are placed in a Cornell Box. See figure 2.
Figure 3 shows how rays can be terminated after a certain number of iterations. In figure 3a, rays are terminated after one iteration, in figure 3b, rays
are terminated after two iterations and so on while in figure 3e, rays are terminated with Russian roulette for comparison. Clearly the Russian roulette
method gives a more noisy image with the same number of rays per pixel.
However, none of the first four termination rules will yield images converging
to photorealism when the number of rays per pixel increases while the fifth
one will since there is no bias disturbing the total flux in the scene.
The rendering time of these five images are given in table 3. The rendering
time increases linearly with respect to the number of iterations which is
expected while the Russian roulette method yields a specific rendering time
dependent on the probability of ray termination. In this case it is set to 0.2
which results in reasonable rendering times and reasonable noise levels.
Table 3: Rendering time for different number of iterations.
Iterations
1
2
3
4
Russian roulette

Rendering time
0m:35s
0m:54s
1m:11s
1m:32s
2m:42s

Aliasing is a common artifact for computer generated images due to the finite
pixel density. The simplest method for decreasing aliasing is multisampling
with random ray directions within a pixel. The result of rendered images
with and without the random multisampling is shown in figure 4.
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(a) Direct light and direct specular
light added.

(b) Direct diffuse light added.

(c) Indirect diffuse light added.

(d) Indirect specular light added.

(e) Caustic photons added

Figure 2: Five rendered images that shows how all the separated terms of the
rendering equation are added together to achieve the total light contribution.
All images are rendered with 100 samples per pixel.

16

(a) One ray iteration.

(b) Two ray iterations.

(c) Three ray iterations.

(d) Four ray iterations.

(e) Rays are terminated using Russian roulette.

Figure 3: Rendered images with varied number of ray iterations. All images
are rendered with 100 samples per pixel.
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(a) Rendering with anti aliasing.

(b) Rendering without anti aliasing.

Figure 4: Rendering with and without anti aliasing in the form of random
multisampling.
To illustrate how the octree makes it possible to render triangle meshes with
a lot of triangles, the four images in figure 5 were rendered. All images were
rendered with 400 samples per pixel with the resolution 256 × 192. The
rendereing time and number of triangles are shown in table 4.
Table 4: Rendering time for different number of triangles in the scene.
Mesh
Two cubes
Blender monkey
Stanford bunny
Stanford Dragon

Triangles
24
968
4 968
100 000

Rendering time
5m:23s
7m:1s
6m:58s
12m:49s

Obviously it is not only the number of triangles that determines the rendering
time. Even though there is a relation it is clearly not linear. The rendering
time will also be dependent on how much screen space the mesh object takes
up which makes sense since that means that more rays shot from the camera
will have to traverse the octree.
To demonstrate the implementation of the Oren-Nayar BRDF, four images
were rendered with different roughness values. The images are shown in
figure 6.
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(a) Two cubes.

(b) Blender monkey.

(c) Stanford bunny.

(d) Stanford dragon.

Figure 5: Renderings of scenes with different meshes of different number of
triangles. All images are rendered with 400 samples per pixel.
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(a) Oren-Nayar BRDF with roughness set to 0.

(b) Oren-Nayar BRDF with roughness set to 0.5.

(c) Oren-Nayar BRDF with roughness set to 1.

(d) Oren-Nayar BRDF with roughness set to ∞.

Figure 6: Renderings of a sphere with Oren-Nayar BRDF:s varying the roughness of the material.
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In figure 7, the effects of the photon map can be seen as blue caustics on the
floor in the shadow of the bunny. The bunny is rendered with a blue glass
like material to make the effect more obvious.

Figure 7: A Stanford bunny in colored glass rendered with photon mapping
for caustics.
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Discussion and Conclusion

Generating photo realistic images on the computer is a hard task. A lot of the
research from the 80:s and the 90:s however, is a great base for developing
different types of renderers. Even though this renderer was written from
scratch in c++ it is based on the theories from the papers referenced. The
major finding from writing this project was that it takes a long time to
render physically based light phenomena in images when not using all possible
optimizations presented in earlier papers. The optimizations presented in
this report however, makes it possible to render fairly complex scenes in high
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resolution and with low noise level in a matter of hours on a fairly modern
laptop with four intel CPU cores.
For parallelization, each pixel row is rendered in parallel with equal number of
samples. If the scene complexity is mixed, this means that some cores might
finish earlier than others and hence all computing power is not exploited. By
using a better load balancing division, that considers the scene complexity,
the rendering time could probably be reduced.
Using the photon map to render indirect diffuse light would probably be
one of the best ways to reduce rendering time. The disadvantage of this
method however is that artifacts may appear near corners and to achieve the
same image quality as the Monte Carlo method does, the renderer has to
be adjusted to handle accurate radiance estimation in these areas, therefore
photon mapping was used only for caustics in the implementation. For future
work however, using the full potential of diffuse photon mapping might be a
valuable consideration.
One thing that is not considered for rendering of colored glass as seen in figure
7 is that colored glass is a participating media. Homogenous participating
media can be handled by considering the distance a ray has travelled in
the material and thereafter determine how much light gets absorbed by the
material. In the case of this implementation, the light is filtered only at the
point of intersection and thus can not produce physically correct rendering
of colored glass. The point of the rendered image however, was to show the
overall effect of the caustic photon map.
Using the octree for rendering of triangle meshes decreased rendering time
significantly, but there might be better ways to partition the triangles for
ray trace rendering. A three dimensional binary space partitioning tree is a
generalization of an octree and more siutable for ray tracing. They are often
harder to implement and for this implementation the octree was sufficient.
There are always ways of improving a project developed in a limited amount
of time but the result is sufficient to show that a working photo realistic
renderer can be developed by one person for an advanced university course.
Knowledge gained from this project will hopefully result in better understanding of physically based methods in the field of computer graphics.
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